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Figure 1: TextBand uses a music composition software metaphor to help edit text based on how it sounds: text is arranged on a
horizontal timeline as continuous blocks to visualize sentence length and rhythm; sentences can be listened to using playback
controls and an adjustable reading tempo; sonority patterns are visualized on a phonetic grid resembling a MIDI editor where
writers can apply phonetic constraints to shape word choices; individual phonetic tracks can be isolated and auditioned; and
cadence and pacing can be refined using tools to cut, merge, or time-stretch text blocks.

Abstract
Traditional writing tools focus on how text looks, not how it sounds.
We introduce TextBand, a writing tool that helps edit the sonority
and musicality of text using a design inspired by music composition
software: text is on a timeline to help visualize and edit rhythm; sen-
tences can be heard through text-to-speech playback; and sonorities
can be viewed and edited on a phonetic grid similar to a MIDI edi-
tor. Results from a user study showed that TextBand helps identify
35% more sonority patterns and successfully fix 57% more sonority
issues while helping consciously use figures of speech such as asso-
nance and alliteration. Our work challenges the design of existing
writing software and paves the way for more sound-based support
when writing.
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1 Introduction
“Always write (and read) with the ear, not the eye. You
should hear every sentence you write as if it was be-
ing read aloud or spoken. If it does not sound nice, try
again.” — C. S. Lewis [30]

Editing text based on how it sounds aloud is common writ-
ing advice, whether drafting a novel, an essay, or an academic
paper [30, 50, 52]. Even when it is not intended to be spoken, text
that is easy to read aloud is preferable due to subvocalization [23].
Concretely, this means writing should avoid accidental sound rep-
etitions (the final file failed to function), tongue twisters (specific
statistics), difficult word boundaries (asked Kate), long sentences
and polysyllabic words (institutionalization), and unpleasant sounds
that do not match the content tone (exquisite pulchritude).

However, despite the importance of editing text based on how it
sounds, this process is poorly supported by existing writing soft-
ware. Word processors and text editors remain deeply rooted in
the typewriter metaphor that discourages working on text sonor-
ity [24, 28, 33]. For instance, forcing text to fit within a page creates
arbitrary sentence breaks, making it difficult to identify rhythmic
issues. And built-in features help with formatting, typography, and
spelling but not sound and rhythm.
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Some writers1 have begun using Text-to-Speech (TTS) tools to
detect issues in their writing [22, 50]. Indeed, studies in composition
and cognitive psychology have shown that listening to the text
helps detect issues that the eye overlooks, such as missing words,
unintended repetitions, and syntactic clunkiness [15, 18, 22, 42,
53]. However, these TTS tools are poorly integrated into writing
workflows and provide no support for revision [22].When awkward
phrasing, poor cadence, or clunky consonant clusters are detected,
writers must fix the issue through tedious editing. This requires
continually switching contexts without any support to visualize
or manipulate the text’s temporal flow or its underlying phonetic
structure, making it difficult to see the sounds that need refining.

To address these limitations, we introduce TextBand, a writing
tool for shaping the sound of text, inspired by music composition
software (fig. 1). The system’s goal is to help writers detect and
modify sonority patterns to revise their craft. It targets a broad
range of writing domains, including poetry and scriptwriting, but
also academic, personal and creative writing. As a result, TextBand
de-emphasizes how the text looks in favour of how it sounds: the
blank page is replaced by an infinitely wide “text track” with no for-
matting. Text can be listened to using TTS playback. And TextBand
visualizes the sounds of the text through a phonetic grid, highlight-
ing sonority patterns. In addition, TextBand helps edit the sound
of text: users can edit the phonetic grid to request for words that
follow a specific sonority pattern and they can split and resize text
blocks to iterate on rhythm and pacing. These benefits were verified
in a user study testing how TextBand helps authors identify, edit,
and employ sonority patterns.

2 Background and Related Work
Many authors advocate for editing text based on how it sounds
when read aloud: C. S. Lewis considered reading aloud to be one
of the most important writing advice [30]; Zinsser [52] considered
that good writing possesses a fundamental rhythm that authors can
best evaluate by reading their work aloud; and Flaubert even had a
method (called the “gueuloir” ) consisting of reading his latest drafts
at the top of his voice to detect writing issues [21]. We refer to this
practice as “writing by ear”. We review the issues this practice can
help address, then look at how tools support it.

2.1 Sonority Patterns Relevant To Writing
While a sonority pattern might be a desirable literary device in one
context, it might make the text harder to read in another. Drawing
from classic writing guides and literary analysis, we present a non-
exhaustive list of sonority patterns that can either enhance or hinder
writing depending on their intentionality [48, ch. 10].

The most common sonority pattern when writing is sound rep-
etitions. Properly used, sound repetitions can make writing more
memorable and enjoyable. Authors like Edgar Allan Poe and Shake-
spearemade strong use of literary devices such as assonance (repeat-
ing vowel sounds within words), alliteration (repeating consonant
sounds at the beginning of a word), and rhyme (repeating sounds
at the end of words) [20, ch. 1 & 25]. However, these repetitions
1By writers, we refer to anyone engaging in a writing activity, no matter the level of
expertise and the type of writing (including academic and non-fiction writing).

can creep in unintentionally, resulting in awkward writing. Con-
sider expressions such as “user use”, “big blue bowl”, or “comply to
apply”. Writers like Flaubert were known to seek and remove those
unintentional repetitions to improve their writing [21, p. 16].

Arranging words can also create an atypical sound juxtaposition.
For example, a word ending with a vowel sound followed by a word
starting with a vowel sound will create a vowel hiatus [11]. This
forces a slight pause that breaks the flow (e.g., “I owe you a unique
idea”). Similarly, consonant clashes can make for tongue twisters,
particularly when the tongue has to be repositioned quickly (e.g.,
“act twice”, “truly rural”, “masked tasks”). Finally, sound juxtapo-
sition can create ambiguity. For example, “night rate” sounds like
“nitrate”; “I scream” sounds like “ice cream”.

Other patterns relate to the rhythm of the text, such as words
and sentences of varying length. Pinker [43] points out that prose
has “beats”, and disrupting them too much interferes with both
speech and reading, “even though it’s just characters on a page.” For
example, words with many syllables will be difficult to read (e.g.,
“institutionalization”). Similarly, writing guides advise against long
and complex sentences that extend continuously without offering
any pauses or appropriate punctuation, leaving the reader feeling
breathless and confused by the time they reach the last word of a
way too long sentence2 [48, ch. 10].

Finally, writing quality might depend on the pleasantness of
sounds. For example, sibilants are consonants of higher amplitude
and pitch (e.g., /s/ and /z/). Thus, they produce a high-frequency,
hissing, unpleasant sound (e.g., “suspiciously sophisticated”). Pinker
[43] notes that an excess of sibilants “makes prose a little unpleasant”
and many readers find them “ugly”, leading writers to avoid them.
Similarly, nasal sounds often give a muffled auditory impression,
even when subvocalized (e.g., “minimum naming management”).
More broadly, some consonant clusters are known to be harsh
(e.g., /sk/, /gr/, /kr/) because they sound abrupt and scratchy. Other
sounds appear soft and melodious (e.g., /l/, /m/, /gl/). Excellent
writers use these sounds intentionally tomatch the tone and content
a phenomenon called phonesthetics, or the feeling of sound [43],
where the sounds of words echo their meaning (often referred to
as euphony and cacophony). Unintentional use, however, leads to
awkward writing.

Despite being issues with sonority, musicality, and rhythm that
are evident when reading aloud, many recommend fixing them
even when the writing is not intended to be spoken [30, 52]. Yet, as
we will see next, writing tools offer little support for it.

2.2 Limitations of Current Writing Interfaces
Writing tools offer limited support to write by ear. As a result,
many writers resort to reading their work aloud [50], but it is
effortful, and their familiarity with the text has been shown to
cause them to miss issues [26, 42]. Instead, text-to-speech tools are
preferable [22]. However, TTS is often poorly integrated, forcing
writers to continuously context-switch between software [22].

Worse, contemporary tools mimic typewriters [24, 28], focusing
on grammar and layout rather than sonority and rhythm, offering
little support for sound-based editing.
2We encourage reading the sentence aloud to experience the rhythmic breakdown
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Song and poem writing tools might be the only software that
provides some editing support for how the text sounds. For example,
tools like MasterWriter3 and online thesauruses like RhymeZone4
provide “rhyme dictionaries” to search for perfect and near rhymes.
However, it does little to help detect sonority issues and focuses
exclusively on rhymes, which is a very narrow view of sonority
patterns and issues that writers need to consider. Similarly, Phrase-
lette [7] supports poets in searching for words and phrases using
phonetic constraints (amongst others), such as specifying if a word
should start or end with a particular phoneme.

Our work goes one step further by not only focusing on find-
ing words but also on detecting sonority patterns through TTS
and visualizing the sonorities. The visualization shows the space
of possible sonorities, and words can be searched through direct
manipulation without needing to know phonetics.

2.3 Beyond The Typewriter Metaphor
Recently, there have been efforts to challenge the typewritermetaphor
for writing text. These efforts highlighted alternative approaches,
but have remained focused on how the text looks rather than how it
sounds. One stream of research considered writing similar to draw-
ing and manipulating images. For example, Textoshop [34] adapts
image-editing interaction techniques, such as resizing, brushing,
and layering, to manipulate the stylistic and tonal properties of
text. TaleBrush [12] allows authors to sketch narrative arcs that
guide story generation. And Visual Story-Writing [36] attempts
to visualize a story (e.g., character interactions and locations) and
to make this visualization editable so the story can be changed.
Similarly, ToyTeller [13] helps revise narratives by interacting with
story characters as if they were toys.

Another stream of research tried to extract a high-level structure
from text. For example, VISAR [49] leverages a visual programming
interface, allowing writers to construct hierarchical argumentation
graphs that synchronize with text generation, allowing writers to
manipulate the logical structure of their writing. Similarly, Sto-
ryNode [44] allows authors to organize story events, character
interactions, and underlying morals into an interactive node graph.
While highly effective for visualizing logic and high-level narrative
arcs, these approaches still fundamentally treat text as a visual
artifact rather than a sonic one.

Finally, a last stream of research considered writing as combining
text fragments. For example, Buschek [6] argued that writing in
the era of AI is more akin to editing and collaging text fragments
obtained from diverse sources. In the same vein, Rambler [31] fo-
cuses on dictation workflows, providing an LLM-assisted interface
that supports macro-level revisions and gist extraction from spoken
input. However, once spoken, the text is transcribed, again focusing
on how the text looks rather than how it sounds.

To the best of our knowledge, no stream of research has looked at
editing text based on how it sounds. Instead, these previous works
often reinforced the focus on how the text looks and focused on
different phases of the writing process, such as world-building and
crafting a coherent narrative.
3https://masterwriter.com/songwriters/
4https://www.rhymezone.com/

3 TextBand
TextBand is a writing tool that rejects the traditional “page” and
“typewriter” metaphors in favour of a design inspired by music
composition software. Our key insight is that good writing comes
from editing text based on how it sounds, rather than how it looks
on the page [30, 52]. Following Carroll and Thomas [10]’s recom-
mendation, we choose a music software metaphor as it covers most
aspects of the system with a single metaphor: music composition
software is explicitly designed to represent rhythm, pacing, and
sonority. We then followed the designing by metaphor approach
proposed by Carroll et al. [9]: metaphor matches and mismatches
were discussed and managed through changes in the design.

In TextBand, the central page is replaced by a central “text track”.
This means that text is shown as if the page was infinitely wide and
only tall enough to hold one line (Figure 1). This is similar to the
music track of music software, and it helps visualize the length of
sentences. To further de-emphasize the text’s appearance, TextBand
removes text formatting and sets every letter to the same size
(monospace) so that the focus is entirely on sonority and rhythm
rather than how letters look on a page.

3.1 Detecting Sonority Patterns
A primary challenge in writing by ear is that the written word is
a poor proxy for its actual sound. In English (as in many other
languages), orthography and phonetics are often inconsistent5:
consider the words “colonel” and “kernel”. They share only three
letters, yet are pronounced identically. As a result, detecting awk-
ward sonority repetition such as “The colonel earned [...]” will be
impossible just with the eyes: “colonel” does not even have an ‘r’.

To bridge this gap, TextBand uses the International Phonetic
Alphabet (IPA) to offer a consistent representation of sounds. This
ensures that the interface represents the sounds the reader will
hear, rather than the letters the writer sees. For instance, with
IPA, “colonel” is represented like “kernel”: (/k~3:n@l/). And “colonel
earned” would be represented as /k~3:n@l ~3:nd/, making the /~3:n/
repetition obvious.

3.1.1 Phonetic Grid. In our tests, showing users the phonetic alpha-
bet of their writing made comparisons difficult: few people know
the alphabet; the characters are uncommon (e.g., /ð/ and /ŋ/); and
some characters look similar (e.g., /I/ vs /i/ and /U/ vs /u/).

Instead, we propose to use a grid, where each rectangle repre-
sents a sound (which we refer to as phoneme block). The vertical
position of the rectangle corresponds to a unique sound (phoneme)
from the phonetic alphabet. The horizontal position corresponds
to where the sound is in the text. This allows performing sound
comparisons based on position, which is the most accurate visual
channel of our perceptual system [37].

As a result, different sonority patterns create a distinct “visual
signature” in the grid, making them recognizable at a glance. Below,
we show some of these visual signatures.

Alliteration. A repetition of the same consonant sounds at the be-
ginning of consecutive words (e.g., the /s/ in “snake slithers slowly” )
5English idiosyncrasies have been the source of many jokes, such as the famous “ghoti”
example, which could be pronounced like “fish” [17, Chapter 3]

https://masterwriter.com/songwriters/
https://www.rhymezone.com/
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will form a visual signature composed of vertically aligned phoneme
blocks at the right of the grey lines representing word boundaries.

Assonance. A repetition of the same vowel sound in the centre of a
word (e.g., the long vowel sound as in “rain”, “plain” ) will appear as
a vertical alignment of phoneme blocks far from word boundaries.

Rhyme. A repetition of the same sound at the end of a word (e.g.,
“sing”, “king”) is represented as a vertical alignment of phoneme
blocks at the left of word boundaries.

Consonant Clashes (Tongue Twisters). Harsh consonant clusters
(e.g., “Kate masked tasks kept Kate tense.” ) appear as dense clusters
and “staircases” of phoneme blocks (assuming the consonant tracks
were moved beside each other). In particular, multiple “staircases”
indicate a rapid repositioning of the tongue because of the alter-
nation of consonant sounds (/s/, /k/, /t/). This visually indicates a
tongue twister that may be difficult to pronounce smoothly.

Vowel hiatus. Vowel tracks crowded with phoneme blocks, espe-
cially around word boundaries, indicate a vowel hiatus (e.g., “I
owe you a unique airy idea ideally.” ). This visual pattern signals a
potential break in flow that might force readers to pause or stutter.

Acoustic Monotony. Phoneme tracks with phoneme blocks in close
proximity indicate a passage that lacks phonetic variety. For exam-
ple, an excessive accumulation of nasals (e.g., “Minimum manage-
ment needs many names.” ) creates a dense, repetitive pattern of the
same nasal sounds. This visual concentration on the /m/ and /n/
tracks indicates the nasal accumulation. If all the phonemes can fit
on very few tracks, it is a sign of acoustic monotony.

3.1.2 Text and Phonetic Synchronization. Investigating sounds is
sometimes easier when viewed in the context of the text instead
of on the phonetic grid. For this reason, the relationship between
text and sound is bidirectional: hovering over a track highlights the
text passages that produce that sound. Inversely, hovering over a
word in the text track highlights its corresponding blocks in the
phonetic grid. Multiple tracks can be selected at once, in which case
all the corresponding text passages that produce the sounds will be
highlighted. This allows writers to investigate specific phonemes
while working on the text directly.

3.1.3 Flexible Row Organization. Rather than imposing a fixed or-
dering, TextBand supports multiple ranking strategies that help
users reveal different acoustic structures. TextBand’s grid provides
flexible row ranking inspired by Bertin Matrices [41]. By default,
tracks are dynamically sorted by their frequency within the current
text, bringing the most prominent sounds to the top and making
recurring patterns immediately visible. Users may also separate
vowels and consonants into distinct regions, helping distinguish
vowel-dominant passages from consonant-heavy clusters. Addi-
tional options include sorting by phoneme frequency in English,
manual reordering, and track pinning. As with Bertin Matrices,
reordering can reveal otherwise hidden structures [41]; for exam-
ple, moving the /s/ and /z/ tracks to the top can expose excessive
sibilance (e.g., “she sells the seashells by the seashore”).

3.1.4 Visualization of Pauses. In spoken language, punctuation acts
as the typographic equivalent of musical rests, dictating rhythm
and pacing. TextBand makes this temporal dimension visible. The
grammatical weight of the pause is encoded through the darkness
of the gap: word boundaries produce the lightest and smallest gaps,
followed by commas (‘,’) producing a darker gap, while periods
(‘.’) produce the darkest one. This allows writers to perceive the
rhythmic structure of their text at a glance.
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3.1.5 Audio Feedback and Playback. Listening to the text has been
shown to help detect sonority issues [45]. In TextBand, text-to-
speech is central and controlled via advanced playback options,
inspired by music composition software. Users can control the
text-to-speech rate (183 words per minute by default, as this is the
estimated speed of normal speech [5]) as well as ways to listen to
specific parts of the text.

� Playback Control. A standard playhead provides real-time
visual tracking during Text-to-Speech (TTS) playback, indicating
which word is currently being listened to. The playhead can also be
moved through direct manipulation to restart playing at a specific
location, just as one would move the playhead in music software.

Keyboard shortcuts allow for fast control during listening: Space
toggles play or stop, while the left and right arrow keys move
the playhead backward or forward by three words, enabling quick
re-listening of a specific passage without reaching for the mouse.

Ð Track Auditioning. Much like soloing a track in music soft-
ware, users can click a phoneme label in the left sidebar to isolate
that sound when listening to the text. For example, when listening
to the track for the /s/ sound, users will hear /s/ sounds as they
would occur when the text is read aloud. This allows inspecting a
phoneme and hearing repetitions in close temporal proximity.

L Passage Looping. Much like a producer iterating on a drum
loop, writers can define a segment to be repeatedly read aloud
by Cmd/Ctrl-clicking on the timeline. This facilitates fine-tuned
adjustments to the flow and emphasis of specific text passage.

3.2 Refining Sonority Patterns
To help writers iterate on sonority patterns without tedious manual
revision, TextBand introduces tools for direct phonetic manipula-
tion, modelled after the piano roll editors found in music compo-
sition software. These tools allow writers to define specific sonic
constraints directly on the grid. The system will then edit the text
to fulfill these constraints.

v Forcing Sounds (Pencil Tool). Using a green pencil tool, users
can request that the system suggest a word that produces a spe-
cific sound at a chosen position. Positions can be at the beginning,
within, or at the end of the word, depending on the click location.
For instance, if a user wants to force an /s/ sound into the word
“happy”, clicking at the beginning would lead to the word “satisfied” ;
clicking in the middle would suggest “blissful” (where the /s/ is con-
tained within the word); and clicking at the end would suggest the
word “joyous”. To help find the right synonym, the system suggests
alternatives that satisfy the sonic constraint while preserving the
semantic meaning of the original word in the sentence. For exam-
ple, clicking the end section of the /n/ track for the word “snake”
leads the system to suggest “python” as an alternative (Figure 2).
Repeatedly applying the pencil tool allows cycling through words
that follow the sound constraint.

Figure 2: Using the Pencil Tool to force the sound /n/ at the
end of a word: the user clicks the end of the /n/ track, and
the system suggests changing “snake” to “python”.

( Excluding Sounds (Eraser Tool). Conversely, the eraser tool
allows users to forbid specific sounds. For example, removing the
/s/ at the beginning of the word “snake” would tell the system to
look for a similar word but that does not start with /s/. In this case,
the system proposes “viper” (Figure 3). As with the pencil tool,
applying the eraser again cycles through similar words that follow
the sound constraint, giving “python”, “boa”, and “reptile”.

Figure 3: The Eraser Tool allows writers to subtract unwanted
phonetic elements: here, removing the initial sibilant /s/ from
“snake” leads the system to suggest “viper” as a contextually
appropriate alternative.

To guide writers, TextBand provides signifiers to indicate whether
a specific phoneme is possible or not, before users even attempt to
place it. This is done based on a pre-calculation of the phonetics of
words in the English language (see section 3.4 for details). A cell in
the phonetic grid is dimmed if no word can be found to fulfill the
sound constraint without breaking the meaning or the structure
of the sentence. This visual cue prevents writers from pursuing
impossible phonetic combinations and helps them discover valid
sonic revisions of the current word.

3.3 Refining Cadence and Rhythm
By default, sentences create “blocks” on the track, making long or
short sentences immediately obvious. Blocks can be reorganized
to rearrange the flow of ideas. Otherwise, intelligent tools allow
operating on the blocks to edit the rhythmic “cadence” of the text.

& Time-Stretching. Users can resize text blocks to adjust their
length and reading duration. The system then rewrites the sentence,
adding or removing words to fit the new time constraint while
preserving the original meaning (Figure 4).

ô Cut Tool. Analogous to the Cut tool in a music composition
software, this allows splitting blocks based on the position of the
playhead. It is particularly useful for refactoring “run-on sentences”;
the system automatically rewrites the resulting segments into two
independent, grammatically correct sentences that preserve the
original ideas (Figure 4).
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Figure 4: Interactive tools for refining cadence and rhythm in TextBand: the Cut tool enables splitting long sentences; theMerge
tool joins adjacent text blocks; and the Time-Stretching tool reshapes blocks to adjust their reading duration.

�Merge Tool. The tool allows joining two adjacent text blocks
into a single sentence. The system ensures a smooth transition be-
tween the merged ideas, maintaining flow and cohesion (Figure 4).

When using these rhythm tools, a conflict can arise between
semantic modification and sonority constraints. Currently, when
a sentence is resized or merged, the underlying text structurally
changes. The system handles this by having the language model
rewrite the sentence to preserve the original meaning and phras-
ing as much as possible. However, any explicitly placed phoneme
constraints (the “MIDI blocks” on the grid) are cleared. Thus, while
the rewritten sentence retains the sonic qualities of the preserved
words, the strict grid constraints must be reapplied if further pho-
netic editing is needed.

3.4 Implementation
TextBand is developed in TypeScript using the Next.js framework6.
Phonemization is handled by the Gruut library7, which uses a
lexicon derived from open-source Wiktionary data, while a FastAPI
backend coordinates LLM calls and audio processing8.

For speech-to-text, we useOpenAI’sWhisper Large-v39, and text-
to-speech (TTS) is handled by the Web Speech API10. Low-latency
tasks, such as finding contextual synonyms, are managed by a small,
locally hosted open-weight model (Qwen3-1.7B11). More complex
operations, such as splitting, merging, or time-stretching, rely on
a locally hosted open-weight model (gpt-oss-20b12) to maintain
grammatical accuracy and semantic coherence.

The source code is publicly available as an open-source reposi-
tory at https://github.com/GabrielBeaudoinUdem/Textband.

3.4.1 Finding Replacement Words That Follow Sonority Constraints.
When users ask for a sonority, the system needs to suggest words
6https://github.com/vercel/next.js
7https://github.com/rhasspy/gruut
8https://github.com/fastapi/fastapi
9https://huggingface.co/openai/whisper-large-v3
10https://developer.mozilla.org/en-US/docs/Web/API/Web_Speech_API
11https://huggingface.co/Qwen/Qwen3-1.7B
12https://huggingface.co/openai/gpt-oss-20b

that grammatically fit and that follow the constraint. While we ini-
tially tested using the LLM to handle phonetic constraints directly,
we found it struggled with consistency and was too slow.

Instead, we only ask the LLM to generate a long list of gram-
matically correct synonyms that could replace each word in each
sentence. Each synonym is then phonemized. When users ask for
a sound, the system examines possible synonyms and selects the
one with the exact phoneme placement required. Because this com-
parison is performed on pre-calculated phonetic data rather than
generated in real-time, it is instantaneous and reliable, allowing
writers to iterate extremely quickly. Whenever a new word is added
or a sentence modified, the list of synonyms is recalculated.

Similarly, the cues to indicate to users which sounds are possible
or not are based on this list of synonyms. Every synonym in the
bank is phonetically segmented into three positional regions: the
initial phoneme (start), the final phoneme (end), and all phonemes
in between (middle). As the writer applies phonetic constraints
using the pencil or eraser tools, the system dynamically filters the
synonym bank, retaining only words that satisfy all conditions. A
cell in the phonetic grid is dimmed (or “greyed out”) if selecting
that sound at that position would result in zero valid synonyms
from the current list. For example, if a writer forces an /s/ at the
beginning of a word, the system retains only synonyms starting
with /s/; any phoneme track in the middle or end regions that is
not present in these remaining candidates will be greyed out.

4 User Study
We conducted a user study to evaluate whether TextBand helps
writers identify sonority patterns, fix auditory issues, and employ
sound-based literary devices. In the study, TextBand was compared
to a traditional writing environment in Google Docs.

4.1 Participants
We recruited 12 participants from our local community (age range:
18 to 28, Mdn=20.5; 3 self-identified as female and 9 as male). On a 5-
point scale from 1-never to 5-very frequently, participants reported

https://github.com/GabrielBeaudoinUdem/Textband
https://github.com/vercel/next.js
https://github.com/rhasspy/gruut
https://github.com/fastapi/fastapi
https://huggingface.co/openai/whisper-large-v3
https://developer.mozilla.org/en-US/docs/Web/API/Web_Speech_API
https://huggingface.co/Qwen/Qwen3-1.7B
https://huggingface.co/openai/gpt-oss-20b
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how often they engaged in writing activities (Mdn=4, SD=0.97) and
how often they used music composition or audio editing software
(Mdn=1, SD=0.98). They indicated writing content related to aca-
demic writing (n=10), personal writing (n=10), and creative writing
(n=4). On a 5-point scale from 1-not at all familiar to 5-extremely
familiar, they also reported low familiarity with the international
phonetic alphabet (Mdn=1, SD=0.98).

4.2 Apparatus
The study was conducted in-person. Participants used TextBand on
a web browser. For the baseline condition, they used Google Docs
supplemented by an online synonym dictionary (Thesaurus.com13).
We chose this baseline because it represents the environment cur-
rently used by most writers, aligning with our goal to evaluate
whether TextBand improves upon traditional writing tools. Dur-
ing a session, the screen was recorded, and interactions and time
were logged. Our institutional ethics board approved the study. In
compensation for their time, participants received $17.

4.3 Procedure, Design and Tasks
The user study lasted approximately 75 minutes and used a within-
subjects design, with participants using both TextBand and the
baseline interface (Google Docs). To minimize learning and fatigue
bias, the order of the interfaces and the assignment of texts were
counterbalanced using a Latin square design.

Introduction and Demographics (~5 min) – Participants first
signed a consent form and completed a demographics questionnaire
regarding their writing habits and prior experience.

Task 1: Sonority Pattern Detection (~25 min total) – The
researcher provided a brief tutorial on navigating the text and us-
ing the tool (e.g., using the spacebar to play/pause in TextBand).
Participants had to identify as many sonority patterns as possi-
ble across 4 texts (2 per interface). The texts were excerpts from
novels and research papers. We considered using unaltered texts,
but their uneven natural distribution of sonority patterns might
have biased results toward the most frequent patterns. Instead, we
systematically modified the texts to implant exactly five instances
of each targeted sonority pattern (e.g., unintended rhymes like
“practically” and “actually”, or clumsy assonances like “extensive,
massive, and passive”). Rather than asking participants to name
the phonetic devices (e.g., alliteration or assonance), they were in-
structed to simply signal what they noticed about the sonority of
the text, such as repeated sounds or rhythmic problems. The exper-
imenter then categorized these observations based on section 2.1.
For sound repetitions, they were further classified based on the
sound position: at the start (alliteration), in the middle (assonance),
or at the end (rhyme) of words, or a repetition of entire words. The
task ended either when participants felt they were done or when a
5-minute time limit was reached. After each text, they answered
a 5-point semantic differential scale: “How successful were you in
accomplishing this task?” (1: Unsuccessful, 5: Successful).

Task 2: Sonority and Rhythm Edition (~25 min) – A brief
tutorial explained how to use TextBand to edit sounds. Then, par-
ticipants worked on 4 texts (2 on each interface, the same ones that
they used in the previous task). For each text, they were required to
13https://www.thesaurus.com/

complete three specific sub-tasks within a 5-minute limit: remove
a specific rhythmic or sonority issue (e.g., an unintended rhyme or
alliteration); add a specific figure of speech, such as an alliteration,
assonance, or rhyme; split a long, breathless run-on sentence into
two clearer segments. The experimenter clarified the requested
stylistic figure to ensure they could correctly perform the task. A
sub-task was considered a failure if it was not completed within
the 5-minute limit or if the participants abandoned. After each text,
they rated their perceived success on a 5-point scale.

Post-Condition Questionnaires (~5 min) – After finishing all
tasks for a given interface (TextBand or Google Docs), participants
completed a System Usability Scale (SUS [3]) questionnaire and
rated usability statements on a 5-point scale.

Task 3: Free Exploration (~5 min) – Participants were pro-
vided with a short passage composed of three sentences with as-
sonance, rhyme, and alliteration. They had 5 minutes to edit the
text using TextBand, with full freedom to add or modify it while
exploring different sonority patterns.

Post-Interview and Wrap-up (~10 min) – The session con-
cluded with a semi-structured interview where participants de-
scribed their experience and how the interface impacted their work-
flow. The interviews were audio-recorded for subsequent analysis.

4.4 Quantitative Results
Results are analyzed using an estimation approach [14, 16] that
focuses on the 95% confidence intervals for mean differences. For
unfamiliar readers, we also report p-values from a Wilcoxon test,
which is less sensitive to violations of normality assumptions than
a t-test. Confidence intervals were calculated using a studentized
bootstrap with 10,000 paired resamplings because it tends to be
the most accurate for study designs like ours [35, 51]. This analysis
plan was decided prior to collecting the data.

Overall, TextBand helped detect 35% more sonority patterns than
when using traditional writing software like Google Docs. In the
editing task, participants were 57% more successful at editing the
sound of the text. Our results also suggest that the tool was found
to be more fun and engaging.

4.4.1 Number of Sonority Patterns Detected. On average per text,
participants identified 2.92 more sonority patterns (a 35% increase)
with TextBand than baseline (95% CI [1.46, 4.29], p=.001) and rated
themselves 16% more successful (95% CI [.041, .83], p=.041). Figure 5
shows the mean per pattern: they found 1.17 more rhymes (95% CI
[.33, 1.89], p=.014), .83 more assonances (95% CI [.29, 1.42], p=.009), and
.83 more alliterations (95% CI [.04, 1.5], p=.04). Results are inconclusive
for sentence length issues (.04 more; 95% CI: [-.17, .17], p=.66) and
repetitions (.04 more; 95% CI: [-.38, .38], p=.80). No awkward sound
juxtaposition or unpleasant sounds were reported, although we
believe this is due to a limitation of our study design (see section 5.4).

4.4.2 Success of Sonority Corrections. For each text in the sec-
ond task, participants were able to successfully complete .88 more
sonority corrections (a 57% increase) with TextBand (95% CI [.21,
1.33], p=.011). However, results regarding participants’ self-rated suc-
cess are inconclusive: on average, they rated themselves .5 points
more successful, but the evidence is weak (95% CI [-.24, 1.08], p=.17).

https://www.thesaurus.com/
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Figure 5: Average number of sonority patterns detected by
each participant. Error bars are 95% CI

4.4.3 Time. Interestingly, with TextBand participants were 46.4
seconds slower in the first task (95% CI [20.92, 74.46], p=.004) but
51 seconds faster in the second task (95% CI [-87.93, -12.31], p=.019).
However, remember that participants also found more sonority
patterns with the tool. Thus, it seems coherent that it would take
them longer to complete the first task with TextBand.

4.4.4 Usability. Results are inconclusive regarding a difference in
usability (95% CI [-14.58, 19.79], p=.5). On the System Usability Scale,
TextBand received an average score of 64.38 (M=64.38, 95% CI [54.58,
73.33]) whereas the baseline received 65.63 (95% CI [50.42, 73.96]).

4.4.5 Feature Usage. Playback and keyboard navigation to control
the TTS were amongst the most frequently used features, across
tasks (see table 1). Other features were used more sparingly, depend-
ing on the tasks. For instance, the edition task required targeted
interventions on the phonetic grid, which translates into a higher
frequency of block selection, text editing, and undo actions. The
free-form exploration exhibited a more distributed usage pattern,
with participants leveraging a wider variety of features.

Table 1: Feature usage matrix across tasks. Values represent
the mean percentage of feature usage per participant.

Feature Detection Edition Exploration
Playback Control 20.9% 7.2% 26.9%
Track Auditioning 0.7% 0.2% 3.1%
Timeline Nav. 5.3% 15.4% 13.0%
Keyboard Nav. 73.1% 40.1% 21.3%
Block Selection 12.8% 9.2%
Text Editing 3.2% 5.0%
Cut Tool 4.8% 2.5%
Merge Tool 0.1% 0.9%
Undo 15.2% 13.5%
Redo 1.0% 0.0%
Speech-to-Text 0.0% 4.6%

4.4.6 Subjective Feedback. While all 5-point scale statements were
rated in favour of TextBand on average, the strength of the evidence
varies depending on the statement (see the size and closeness to
0 of the 95% confidence intervals on fig. 6.c). There is moderate
evidence of a difference for “Completing the tasks required low
effort” (by 1.33 95% CI [.17, 2.08], p=.023) and “Fixing rhythm issues was
easy” (by 1.25 95% CI [.33, 2.08], p=.027). There is weak evidence for the
other ones: “Using figures of speech was easy” (by .75 95% CI [0, 1.5],

p=.084), “Fixing issues with sonority was easy” (by .67 95% CI [-.17,
1.33], p=.10), “Completing the tasks required low mental demand”
(by .58 95% CI [-.08, 1.25], p=.111), and “Completing the tasks caused
minimal frustration” (by .5 95% CI [-.83, 1.83], p=.5).

4.5 Qualitative Results
Audio transcripts were analyzed using Template Analysis [4].

4.5.1 Perceived Effectiveness for Sonority Pattern Editing. A major-
ity of participants (P2, P5, P6, P7, P8, P11) reported that TextBand
was superior to the Baseline for detecting and manipulating sonor-
ity patterns such as assonance, alliteration, and rhymes. P5 de-
scribed working on sonority patterns in a text editor as “a night-
mare.” Participants developed a strategy when using TextBand:
rather than reading the text linearly, they scanned the phonetic
grid for aligned gaps or shared rows of phonemes across adjacent
words (P3, P5, P10, P11). This indicated that the piano-roll represen-
tation shifted the editing focus toward the structural and phonetic
properties of the text. As P5 explained: “I was no longer focusing
on the sentence itself, but rather on the sounds of each word.”

Additionally, the integrated Text-to-Speech (TTS) playback was
credited with revealing subtle phonetic patterns that remained in-
visible in the baseline task: for instance, a rhyme between the words
“deliver” and “CRISPR” was identified by only two participants, both
of whom were using TextBand’s playback at the time. This pho-
netic connection, which is not orthographically obvious, was not
reported by any participants in the baseline condition. As P8 noted,
TextBand “lets you modify sentences to get different sounds; you
can completely change the structure of a text.”

4.5.2 Playful Discovery. Participants frequently described the tool
as fun to use (P4, P5, P8, P10). During the free exploration task,
several participants (P2, P3) were visibly amused, laughing and
experimenting with unexpected sound combinations. This playful
engagement extended beyond novelty. Participants noted that the
phonetic grid encouraged serendipitous discovery of words and
sound patterns they would not have considered otherwise (P1, P12).
P7 and P12 particularly valued the synonym suggestions, which
allowed them to offload the cognitive effort of finding phonetically
compatible alternatives. P12 also appreciated the visual represen-
tation of pauses created by punctuation (commas and periods),
which added a rhythmic dimension to the editing experience that
is invisible in traditional editors.

4.5.3 Learning Curve and Suggested Improvements. Despite the
overall positive reception, participants identified two recurring
usability issues. First, several participants (P6, P7, P8, P10, P12)
found the interface initially overwhelming due to the density of the
phonetic grid and the unfamiliarity of the International Phonetic
Alphabet (IPA). Although participants adapted over the course of
the session, the steep initial learning curve remained a consistent
concern. Second, participants noted that the word-by-word timeline
viewmade it difficult to maintain an overview of the full text (P1, P3,
P6, P12). Losing the semantic thread of a sentence while focusing
on its phonetic structure was the most frequently cited limitation.
The most common suggestion for improvement was the addition
of a parallel text view that would allow users to read the sentence
while editing its sounds.
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Figure 6: Participants’ ratings of statements about (a) TextBand and (b) the baseline (Google Docs) on a 5-point scale. (c)
Represents the mean difference with the error bars showing the bootstrapped 95% CI.

4.5.4 Perceived Audience and Mental Model. When asked who
would benefit most from the tool, participants primarily identified
creative practitioners, musicians, lyricists, writers, and poets (P3,
P5, P7, P10). Notably, two participants (P11, P12) recognized the
resemblance between TextBand interface and music composition
software. P12, who had prior experience with music production
software, learned to use TextBand the fastest among all participants
and explored the broadest set of features. This suggests that famil-
iarity with the music composition metaphor can lower the barrier
to entry and unlock more advanced uses of the tool.

5 Discussion
Support for writing by ear has been absent from existing writing
tools and research literature. Through this work, we hope to show
the importance of this practice and how to support it. Returning
to our research question, we wanted to know whether supporting
writing by ear would help people identify sonority patterns, fix
sonority issues, and employ sound-based literary devices. In that
regard, our results indicate TextBand helped with all three aspects.

A surprising finding from our study was the contrast between
perceived speed and actual editing quality. While participants felt
fast and efficient using the baseline (Google Docs), this gave them
a false sense of performance: they ultimately missed many rhyth-
mic and sonority issues. In contrast, although TextBand required
more time initially for the detection task, participants successfully
identified 35% more sonority patterns and fixed 57% more issues.

5.1 TextBand Complements Existing Software
While we compared TextBand to Google Docs, we do not see it as
a replacement for existing writing tools. Instead, we view it as a
specialized, complementary environment for the later stages of the
writing process, such as revising [19]. This is also what proponents
of writing by ear recommend [21, 52]: it can occur throughout the
writing workflow, but only after a substantial portion of the text has
been written. There remain undeniable advantages to traditional
writing tools, particularly if formatting is important and the writing
is meant to be printed. Just as audio producers use a dedicated “mas-
tering” software only after recording the main tracks, we believe
writers can use traditional text editors to get their ideas down, and
then transition to TextBand to polish their craft.

5.2 Writing By Ear Should Remain Manual
Throughout the process of designing TextBand, we often debated
adding more intelligent features. For example, because the tool
analyzes the phonetics, it would be easy to detect repeated sounds
or build a database of awkward sound juxtapositions. Thus, we
often wondered whether our approach should be to create a “sonor-
ity linter” that could automatically flag unintended repetitions or
use simple visual highlights that identify specific sonority patterns.
However, unlike grammar, there is no absolute right or wrong in
writing by ear. What is an awkward repetition for one writer might
be a desirable stylistic choice for another; it is impossible for a sys-
tem to provide blanket suggestions without knowing the author’s
intent. Moreover, even simple highlights and flags risk uniformizing
people’s writing styles [1], and overly-intelligent writing tools do
not always align with the values of writers [2, 7, 8]. This seemed
incompatible with writing by ear, whose purpose is to produce
more memorable and enjoyable text. Thus, we kept TextBand un-
opinionated to cater to different styles. Nevertheless, future work
could explore customizable automatic suggestions, allowing writers
to explicitly configure which specific patterns the system should
flag based on their current needs.

This is also why we avoided automation when editing. While
TextBand uses AI to suggest phonetically constrained synonyms or
rewrite segments to fit temporal boundaries, it intentionally avoids
a one-click “auto-fix” button. The user must make conscious choices
to use the pencil or eraser tool on the grid, or slice the timeline
to adjust the pacing. Besides giving more creative freedom, this
also adds the necessary friction for psychological ownership over
the writing [27]. Excessive automation can lead to writers feeling
disconnected from their work [29].

5.3 Music Software As a Design Metaphor
A core contribution of TextBand is its departure from the tradi-
tional “typewriter” paradigm in favour of a music composition
software metaphor. Metaphors have been an important design tool
in HCI [9], particularly for conveying a mental model [40] and
reducing the learning curve [39]. Our qualitative observations sug-
gest that this metaphor shifted participants’ mental models: instead
of reading for semantic meaning, users began visually scanning the
phonetic grid for aligned gaps and structural patterns. Notably, par-
ticipants with experience with music composition software grasped
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TextBand’s mechanics more quickly and explored more advanced
features. This raises interesting questions for future research regard-
ing how domain-borrowed metaphors shape the writing process
and whether they influence ease of learning, writers’ creative strate-
gies, and textual output.

Additionally, we believe this metaphor could be pushed further.
While we focused on supporting a general definition of “writers”,
pushing this metaphor could help provide better support for specific
writers and writing domains:
• Songwriting and Lyricism: TextBand could include a reference
audio track (e.g., a musical beat) so writers can draft lyrics and
verify syllabic synchronization.

• Voice-over and Strict Temporal Constraints: In video produc-
tion, scripts must fit exact durations. TextBand could incorporate
“visual tracks” from video clips, allowing writers to drag text
blocks to match specific durations and automatically rewrite
scripts to fit exact playback windows.

• Screenwriting and Multi-Character Dialogue: Adopting a
video editing metaphor, each character could have a dedicated
track where the X-axis represents speaking time. This would
visualize rapid exchanges, pauses, and overlapping interruptions,
effectively synchronizing the text flow with visual context.

5.4 Limitations and Future Work
First, TextBand enforces a micro-level focus, causing some partici-
pants to lose the macro-level semantic thread. Future work could
explore integrating TextBand with other tools [25] or usingmultiple
views [47] to provide both a global and a detailed editing view.

Second, the International Phonetic Alphabet (IPA) presented a
steep learning curve. Future work could investigate more intuitive
representations, such as using icons or labelling trackswith example
words that contain the target sound.

Third, the visual density of the grid initially overwhelmed users.
Part of the issue is that the IPA has more than 150 possible sounds.
English only uses 44 phonemes [46] , yet the grid was already
overwhelming. This raises questions about how this approach could
extend to languages that use more phonemes, such as Taa, often
cited as one of the largest known phonological systems, containing
119 phonemes [38]. Future designs should explore alternative visual
representations of sound that are more scalable and that remove
the need for knowledge of the IPA.

Fourth, our study design might have prevented us from testing
the full range of sonority patterns detectable with TextBand. During
the detection task, we chose not to “teach” participants what to look
for and left “sonority pattern” to their interpretation. Part of the
reason is that we wanted them to discover patterns on their own.
As a side effect, no participants reported “awkward juxtapositions”
or “unpleasant sounds”. We believe this is partly because they are
harder to find and partly because they are more subjective.

Fifth, TextBand was compared against a traditional text editor,
making it difficult to pinpoint which feature of the system was most
useful (e.g., how much of the benefit is due to TTS alone?). Ablation
studies could help quantify each feature’s benefit. Alternatively,
methods such as Comparative Structured Observation [32] could
help evaluate design variations qualitatively.

Sixth, we conducted a controlled study where the text were
altered to contain a balanced number of sonority patterns. While
this reduces ecological validity compared to using unaltered texts, it
was a necessary trade-off to avoid biasing the results due to having
over-represented sonority patterns.

Nonetheless, future studies should evaluate TextBand in more
realistic scenarios where writers revise their own authored texts.

Seventh, the short training period may have limited participants’
mastery of the software. Furthermore, since we relied on self-rated
success, future longitudinal studies could investigate whether the
quality of the text produced is indeed superior by using expert
evaluations to rate writing quality.

Eighth, future work could investigate differences between TTS
and reading aloud. Proponents of writing by ear, like Flaubert relied
on the physical act of speaking (the “gueuloir”) [21], but preliminary
results indicate readers’ familiarity with the text might cause them
to miss sonority patterns, making TTS preferable [22].

Finally, while our evaluation focused on English, TextBand’s ar-
chitecture relies on the IPA, making it inherently language-agnostic.
Supporting other Latin-script languages like French is technically
straightforward and already supported by our system. However,
extending the tool to right-to-left scripts like Arabic would necessi-
tate a structural UI reorientation to maintain the mapping between
the reading direction and the temporal flow of the audio track.

6 Conclusion
Traditional text editors remain deeply anchored in the typewriter
metaphor, focusing on how text looks on a page while neglecting
how it sounds. In this paper, we introduced TextBand, a novel
writing tool that reimagines text editing through the lens of music
composition software. By replacing the static page with a multi-
track timeline, a phonetic grid, and temporal editing tools, TextBand
allows writers to visualize, audition, and manipulate the sonority
and rhythm of their text exactly as it will be heard. Our evaluation
demonstrated that our tool improved the editing process. Compared
to a traditional word processor, TextBand enabled users to identify
35% more sonority patterns and successfully resolve 57% more
phonetic and rhythmic issues. With this work, we hope to put the
spotlight on the process of writing by ear and to encourage further
research and software support for it.
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